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FederatedAveraging Algorithm&5%&

e
Communication-Efficient Learning of Deep Networks from
Decentralized Dat
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SGD: https://blog.csdn.net/a130737/article/details/42343699
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B = the training set size: standarg gradient descent
B = some value between 1 and the training se size: minibatch gradient descent, a kind of SGD

B = 1: online gradient descent, $GD

The FederatedAveraging/Algorithm
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For a machine learning problem, we typically take f;(w) =
£(ai, yi;w), that is, the loss of the prediction on example
(x;,y;) made with model parameters w. We assume there
are K clients over which the data is partitioned, with Py the
set of indexes of data points on client k. with nj. = |Py|.
Thus, we can re-write the objective (1) as

K
flw) = Z %Fg(tv} where Fj(w) = % Z fi(w).SGD: BEALMEEARFEINk ™
k=1 J 7

If the partition Pj. was formed by distributing the training
examples over the clients uniformly at random, then we
would have Ep, [Fi.(w)] = f(w), where the expectation is
over the set of examples assigned to a fixed client k. This is
the 11D assumption typically made by distributed optimiza-
tion algorithms; we refer to the case where this does not
hold (that is, Fj. could be an arbitrarily bad approximation
to f) as the non-1ID setting.

In the federated setting, there is little cost in wall-clock time
to involving more clients, and so for our baseline we use
large-batch synchronous SGD; experiments by Chen et al.
[8] show this approach is state-of-the-art in the data center
setting, where it outperforms asynchronous approaches. To
apply this approach in the federated setting, we select a C-
fraction of clients on each round, and compute the gradient
of the loss over all the data held by these clients. Thus, C'
controls the global batch size, with C' = 1 corresponding
to full-batch (non-stochastic) gradient descentE] We refer to
this baseline algorithm as FederatedSGD (or FedSGD).

C fraction, C=1E1FedSGD



A typical implementation of FedSGD with C' = 1 and
a fixed learning rate 7 has each client k compute g =
V Fy.(w;), the average gradient on its local data at the current
model w,, and the central server aggregates these gradients
and applies the update we+1 + we — 7?2{:;1 ~k gy, since

Ele “Egi = Vf(w:). An equivalent update is given by

F8gradient

Vk, wk. | + w, — gk and then weyy — S5, Zewk .

That is,+ elzach client locally takes one step §%r;d;;ntt§é- MR AIIRFERIG,
scent on the current model using its local data, and the ZEPXRESEL, PEISHAIF
server then takes a weighted average of the resulting models. g an#RAOW

Once the algorithm is written this way, we can add more

computation to each client by iterating the local update

wk <p— wk — nVF:(hw“)@Li);k‘ﬁﬁEs_gE&ﬁTh?midmgg FedAvgRIIEMN

ing step. We term this approach FederatedAveraging [, &85

(or FedAvg). The amount of computation is controlled i

by three key parameters: C, the fraction of clients that RS
perform computation on each round; E, then number of
training passes each client makes overits local dataset on
each round; and _& the local minibatch size used for the
client updates. We write B = oo to indicate that the full
local dataset is treated as a single minibatch. Thus, at one
endpoint of this algorithm family, we can take B = o0 and
E = 1 which corresponds exactly to FedSGD. For a client
with n; local examples, the number of local updates per
round is given by up = ETF; Complete pseudo-code is
given in Algorithm|1]
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Algorithm 1 FederatedAveraging. The i clients are
indexed by A: B is the local minibatch size, E is the number
of local epochs, and 7 is the learning rate.
Server executes:
initialize wy
foreachroundt =1.2,... do
m + max(C - K, 1)
St + (random set of m clients)
for each client i € Sy in parallel do

u'f_,_l + ClientUpdate(k, wy)

i K ng k
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ClientUpdate(/, w): // Run on client k
B + (split Py, into batches of size B)
for each local epoch ¢ from 1 to E do

for batch b € B do
w — w — nVL(w:b)
return w o server
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